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Abstract— Gaussian Process based Model Predictive Control
(GP-MPC), where the system model is learned from data
by a Gaussian Process (GP) statistical model, has gained
increasing interests in the control community. This is due to
the modeling flexibility of GPs and their ability to provide
probabilistic estimates of prediction uncertainty, which can be
used to assess and guarantee the performance or safety of a
control system. However, GP-MPC optimization problems are
typically non-convex and highly demanding, and scales poorly
with the model size, causing unsatisfactory solving performance,
even with state-of-the-art solvers. These drawbacks hinder the
application of GP-MPC in large-scale systems and in real-
time control. Our previous work has developed a new concept,
linearized Gaussian Process (linGP), and a linGP-based Se-
quential Convex Programming (linGP-SCP) algorithm that can
accelerate solving GP-MPC problems significantly. However,
the algorithm ignored uncertainty propagation in its multi-
step GP predictions, resulting in over-confident predictions
and an over-optimistic controller. This paper completes linGP-
SCP by incorporating uncertainty propagation into GP-MPC
and overcoming the computational challenge of uncertainty
propagation to maintain the scalability and good performance
of the overall algorithm. The improved algorithm is validated in
two numerical examples, including a real-time control example
of swinging up a single-arm pendulum.

I. INTRODUCTION

As an advanced model-based and optimization-based con-
trol approach, model predictive control (MPC) is particularly
attractive due to its ability to effectively and intuitively
handle complex dynamics, control objectives, and system
constraints [1]. However, a major challenge of MPC is that its
performance is highly dependent on the accuracy of the model-
based predictions, hence it usually requires a reasonably
accurate mathematical model of the system. For complex
systems, whose accurate models based on first principles are
difficult or expensive to obtain, the required effort for model
development and engineering could dominate the total control
system development effort and cost, and could limit the use of
physics-based models for MPC [2]. Building energy systems
are such an example of complex systems where the modeling
effort is particularly high and may not justify the benefits
(cost savings) generated by MPC [3].

Machine learning (ML) has been studied to overcome
the above challenge of MPC by learning a system model
directly from data and using that model in MPC. This
approach has become increasingly appealing due to recent
advancements in ML, optimization, and computation. Among
the many ML models that have been used for MPC, Gaussian

Processes (GPs) have several unique advantages [4]. They
are highly flexible and able to capture complex behaviors
with fewer parameters than other ML techniques, hence
they usually require less training data to work reasonably
well [5]. Furthermore, a GP model provides an estimate of
its prediction uncertainty through the predictive variance,
which can be used to assess or guarantee the performance
of a control system based on the model. Because of these
advantages, GP-based MPC, henceforth called GP-MPC, has
been studied well in the literature [2], [4], [6], [7].

While possessing the aforementioned advantages, GP-MPC
faces a major challenge: its high computational complexity
can be prohibitive to its application in control systems
where real-time performance is important. This challenge
stems from both the complexity of GP computations, which
generally scale cubically with the training data size [5], and
the non-convexity of GP models. In many cases, GP-MPC
is particularly expensive to solve. Typically, GP-MPC is
solved by a general-purpose nonlinear program (NLP) solver
with algorithms such as Interior-Point, Sequential Quadratic
Programming (SQP), and Active-Set [4], whose computational
performance for GP-MPC is often lacking. For instance, it
was reported in [8] that even state-of-the-art NLP solvers,
such as Knitro, took significant time to solve a moderate-
sized GP-MPC problem and the solving time tended to grow
exponentially with the GP model size.

Our previous work [8] addressed the computational chal-
lenge of GP-MPC by proposing a new concept called
linearized Gaussian Process (linGP) and, based on this
concept, developing a Sequential Convex Programming (SCP)
algorithm to solve a general class of GP-MPC problems
very efficiently. More importantly, the developed linGP-SCP
algorithm is much less influenced by the GP model size
compared to other NLP methods. The algorithm is similar in
concept to successive linearization methods to solve nonlinear
MPC [9]. However, a key distinction between linGP-SCP and
other methods to accelerate GP-MPC and ML-based MPC
in general, for instance [7] and [9], is that our method does
not approximate (often linearize) the output equation of the
GP model but the underlying latent process of the model. In
other words, our approach linearizes the GP itself, not its
predictive output mean and variance.

A drawback of the linGP-SCP algorithm as developed
in [8] is the omission of uncertainty propagation. Without
uncertainty propagation, a GP can become over-confident in
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its multi-step-ahead predictions, which might result in an over-
optimistic GP-MPC and even an unsafe control system. A key
contribution of this paper is to complete the linGP-SCP
algorithm by incorporating uncertainty propagation to improve
the accuracy of GP predictions for MPC. To accomplish
this goal, we must address the computational challenge of
uncertainty propagation with GPs so that the overall linGP-
SCP algorithm can maintain its performance advantages and
its scalability to the GP model size. We also demonstrate
the advantages of the improved algorithm in a new real-time
control example of swinging up a single-arm pendulum.

The paper is structured as follows. GP-MPC and its chal-
lenges are introduced in Section II. Uncertainty propagation
for GPs and the improved linGP-SCP algorithm are developed
in Section III. Finally, two numerical examples and a short
dicussion on the results are presented in Section IV.

II. GP-BASED MODEL PREDICTIVE CONTROL

GPs have been used to model dynamical systems for
control, often in a Model Predictive Control (MPC) frame-
work [4]. In this section, we will develop a general MPC
formulation called GP-MPC, that uses dynamical GP models,
and discuss two major challenges of GP-MPC: uncertainty
propagation and computational scalability.

A. Introduction to Gaussian Processes for Dynamical Systems

We begin with a brief introduction to GPs and their use in
modeling dynamical systems. See [4], [5] for more details.

Consider a latent function f : Rn 7→ R and N > 0
noisy observations y(i) of it, y(i) = f

(
x(i)
)

+ ε(i), at inputs
x(i) ∈ Rn and with i.i.d. Gaussian noise ε(i) ∼ N

(
0, σ2

n

)
,

for i = 1, . . . , N . Let X = [x(1), . . . , x(N)] ∈ Rn×N be the
collection of all regression vectors, Y = [y(1), . . . , y(N)] ∈
RN the collection of the corresponding observed outputs, and
D = (X,Y ) the set of observation data of f . A GP of f
is a probability distribution over all possible realizations of
it [5]. The initial belief about this distribution is specified
by the prior Pr(f), which, upon being conditioned on the
observation data D, gives the posterior Pr(f |D). Obviously
the posterior will give a stronger preference towards functions
that can match the observations better. It allows for a
probabilistic prediction at any new input.

A GP can be formally defined as follows [5].

Definition 1. A GP is a collection of random variables, any
finite number of which have a joint Gaussian distribution.

A GP of f assigns a joint Gaussian distribution to any finite
set of random variables {f (1), . . . , f (M)} corresponding to
inputs {x(1), . . . , x(M)}. It is fully specified by a covariance
function k(x, x′; θ) = E[(f(x)−E[f(x)])(f(x′)−E[f(x′)])]
and a mean function m(x; θ) = E[f(x)], parameterized by
hyperparameters collected in a vector θ. The mean function
is employed to include prior knowledge about the unknown
function, however it is often set to zero without loss of
generality. The covariance function indicates how correlated
the outputs are at x and x′. In other words, a GP specifies

the covariance structure of, or the relationship between, the
outputs rather than a fixed structural input–output relationship.

At a new input x?, the predicted output f? = f(x?) of the
GP is a random variable f? ∼ N

(
µ?, σ

2
?

)
, where

µ? = m(x?) +K?K
−1(Y − µ(X)) (1a)

σ2
? = K?? −K?K

−1KT
? , (1b)

in which K? = [k(x?, x
(1)), . . . , k(x?, x

(N))] ∈ RN , K?? =
k(x?, x?) ∈ R, and K ∈ RN×N is the covariance matrix
with Kij = k(x(i), x(j)). Given the training data D, the
hyperparameters θ are often found by maximizing the
likelihood: θ? = arg maxθ Pr(Y |X, θ).

A discrete-time dynamical system can be modeled by an
autoregressive nonlinear function of the form

yk = f(yk−l, . . . , yk−1, uk−m, . . . , uk), (2)

in which autoregressive input and output signals are fed back
to the model as regressors. In particular, at time step k, past
system outputs of the previous l time steps and past system
inputs of the previous m steps, together with the current
system input uk, form the regressors to the nonlinear function
f . The nonlinear dynamical function f can be learned by
a GP Gf , trained from the system’s observation data in the
same way as any other GPs.

B. Model Predictive Control with Gaussian Process Models

In this paper, we consider an MPC formulation that uses
a single GP model of the plant’s dynamics, which we will
call a GP-MPC. However, our results readily extend to MPC
formulations in which multiple GPs are involved. The GP-
MPC formulation described below generalizes the GP-MPC
formulation in our previous work [8].

Let H > 0 be the MPC horizon and t be the current time
step. All past system outputs and inputs are known, therefore
the regressors to Gf are deterministic at time t. The predicted
output yt returned by Gf , however, is a random variable with
a Gaussian distribution yt ∼ N

(
yt, σ

2
y,t

)
. The mean yt and

variance σ2
y,t are given by the GP regression equations (1).

At the next time step t+ 1, yt is an autoregressive regressor
to Gf . While the past and current system inputs are still
deterministic, yt is not and therefore equations (1) do not
apply directly. In fact, the uncertainty in yt, as a random
variable, must be propagated through Gf to its output
yt+1, resulting in a generally non-Gaussian distribution of
yt+1. This uncertainty propagation process is repeated in
the subsequent time steps t + 2, . . . , t + H − 1. The non-
Gaussian distributions of yt+1, . . . , yt+H−1 can be estimated
by sampling-based methods [4], however these methods are
usually not scalable and therefore not suitable for real-time
control. Instead, a common practice is to approximate these
distributions by Gaussian distributions, typically by matching
the first two moments of the distributions. Specifically, yt+1

is approximated as a Gaussian random variable with mean
yt+1 and variance σ2

y,t+1. At time t + 2, the regressors to
Gf are either deterministic or Gaussian distributed, hence
the same approximation method for uncertainty propagation
from Gaussian inputs can be applied to approximate yt+2 as
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a Gaussian random variable with mean yt+2 and variance
σ2
y,t+2. This is repeated until the last time step t+H − 1.
Let It = {t, . . . , t+H−1} be the set of all time steps in the

current MPC horizon. Define the collections Yt = {yj | j ∈
It} of all predicted output means, Sy,t = {σ2

y,j | j ∈ It}
of all predicted output variances, and Ut = {uj | j ∈ It}
of all control inputs in the MPC horizon. At any time
step k ∈ It, let Y−k = {yj | j = k − l, . . . k − 1} and
S−y,k = {σ2

y,j | j = k − l, . . . k − 1} collect respectively the
means and the variances of the autoregressive outputs to
Gf , and U−k = {uj | j = k − m, . . . , k − 1} collect the
autoregressive inputs to Gf . The output yk of Gf at uncertain
regressors defined by (Y−k ,S

−
y,k,U

−
k , uk) is approximated

as a Gaussian random variable N
(
yk, σ

2
y,k

)
. Note that yk

and σ2
y,k are not calculated by (1) but by some approximate

uncertainty propagation method. For brevity, we will write
this approximation mathematically as

(yk, σ
2
y,k) ≈ Gf

(
Y−k ,S

−
y,k,U

−
k , uk

)
.

To model non-GP dynamics in the system, we introduce
additional variables z ∈ Rnz and define their collection Zt =
{zk | k ∈ It}. The GP-MPC considered in this paper, which
generalizes equations (10) in [8], is

minimizeUt,Zt
J
(
Yt,Sy,t,Ut,Zt

)
(3a)

subject to

(yk, σ
2
y,k) ≈ Gf (Y−k ,S

−
y,k,U

−
k , uk) (3b)

zk ∈ Z, uk ∈ U (3c)

gi
(
Yt,Sy,t,Ut,Zt

)
≤ 0, i = 1, . . . , nieq (3d)

hi
(
Yt,Sy,t,Ut,Zt

)
= 0, i = 1, . . . , neq (3e)

in which k ranges from t to t+H − 1 and
• J(·) is the objective function;
• Constraints (3b) represent the GP dynamics with approx-

imate uncertainty propagation;
• Sets Z and U in (3c) are convex constraint sets of the

variables z and u, respectively;
• (3d) and (3e) are inequality and equality constraints.
Similar to [8], the following assumption about (3) is made.

Assumption 1. Suppose that, for every k, yk is affine and
σ2
y,k is convex quadratic in the control variables Ut. Then
J is convex, each gi is convex, and each hi is affine in the
optimization variables Ut and Zt.

This assumption holds in many applications of GP-MPC
because the non-convexity of (3) usually comes solely from
the GP dynamics [2], [4]. In addition, if chance constraints
are present, they can be approximated by convex deterministic
constraints (see, e.g., [2], [6], [10]).

C. Two Challenges of GP-MPC

A challenge of the above GP-MPC is the uncertainty
propagation approximation in (3b). Specifically, a numerically
accurate but computationally scalable method for approximat-
ing the output of Gf at uncertain inputs (Y−k ,S

−
y,k,U

−
k , uk)

is desired. This is especially challenging in real-time control,
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Fig. 1. Example of uncertainty propagation (UP) in GPs: without UP,
the predictive variance (dashed line) is smaller than the actual predictive
variance with UP (solid line).

where the GP-MPC optimization problem must be solved
quickly, because accurate uncertainty propagation methods
are usually expensive to compute. In particular, sampling-
based methods are generally not suitable for real-time control.
Several methods have been proposed for approximating the
uncertainty propagation in GPs, e.g., Taylor Expansions and
Exact Matching of Statistical Moments [4, Chapter 2]. Usually,
without the uncertainty propagation, a GP’s predictions after
the first time step become over-confident, in the sense that
its predictive variances are smaller than what they should
have been and do not capture accurately the uncertainty of
the predictions. The predictive means can also be affected,
although often to a lesser extent. As an illustration, consider
the nonlinear dynamic system example used in [8]. The
dynamic system was learned by a GP with 200 training
samples. The GP was simulated, with and without the
uncertainty propagation, for 100 time steps with a test
input sequence randomly generated in [8]. The uncertainty
propagation was performed by an Exact Moment Matching
method [4]. The predictive 95% confidence intervals in
both cases are depicted in Fig. 1. Observe that without the
uncertainty propagation, the model was over-confident in its
predictions, evidenced by its confidence intervals (dashed line)
being smaller than they should have actually been (solid line).
This example shows that there is a trade-off to be made in any
GP-MPC between the computational load and the prediction
accuracy of the GP. In a GP-MPC where the predictive
variance is used to guarantee safety, e.g., through chance
constraints [2], [6], accurate estimations of the predictive
variance are crucial for the control performance and therefore
the uncertainty propagation should be used.

Another challenge of GP-MPC is the computational
complexity of solving the generally non-convex and highly
demanding optimization problem (3). As explained and
illustrated in [8, Sec. V & Fig. 1], GP computations scale
cubically with the training data size, causing most commonly
used NLP solvers to perform unsatisfactorily in solving (3).

Our previous work [8] proposed the linearized Gaussian
Process (linGP) concept and developed a Sequential Convex
Programming (SCP) algorithm based on linGP to overcome
the computational challenge of GP-MPC. However, it ignored
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the uncertainty propagation to simplify the formulation and
reduce the computational load. In this paper, we will address
the first challenge to regain the control accuracy while
retaining the computational advantage of the linGP approach.

III. FAST GP-MPC WITH UNCERTAINTY PROPAGATION

This section will summarize the linGP approach originally
developed in [8], then develop its extension to the uncertainty
propagation in GPs and an SCP algorithm for fast and scalable
solving of the GP-MPC (3).

A. Linearized Gaussian Processes (linGPs)

The key idea of the linGP approach is to approximate a
GP Gf of a nonlinear function f(x) : Rn → R in a small
neighborhood of a nominal input x by a stochastic process
of linearized functions f̃x of f at x, which is denoted by
G̃f |x. An important property of G̃f |x is that it is also a GP,
whose mean is a linear function of the input residual ∆x and
whose variance is a convex quadratic function of ∆x.

Consider the linearization of the latent function f around
x: f(x+ ∆x) ≈ f̃x(∆x) = f(x) + ∆xT∇xf(x). Here, we
assume that f is differentiable at x and denote its gradient by
g ≡ ∇xf . Define x̂ = [1,∆xT ]T and f̂(x) = [f(x), gT (x)]T .
We then write f̃x(∆x) = x̂T f̂(x). Because differentiation is
a linear operator, g ≡ ∇xf is a multivariate GP and hence f̂
is also a multivariate GP derived from Gf . The inner product
of x̂ and f̂ results in the random variable f̃x(∆x).

If x̂ is deterministic, as in the case in [8], the inner product
f̃x is a GP and f̃x(∆x) has a Gaussian distribution with
mean µ̃f |x(∆x) = m̂T

x x̂ and variance σ̃2
f |x(∆x) = x̂T V̂xx̂.

The vector m̂x and positive semi-definite (PSD) matrix V̂x
are the mean vector and covariance matrix of f̂ :

m̂x =
[
kx,X

K
(1,0)
x,X

] (
K + σ2

nI
)−1

Y (4)

V̂x =

[
kx,x K(0,1)

x,x

K(1,0)
x,x K(1,1)

x,x

]
−
[
kx,X

K
(1,0)
x,X

]
(K+σ2

nI)
−1

[ kX,x K
(0,1)
X,x ]

where I denotes an identity matrix of appropriate dimensions.
Here, we follow the notations in [8]: K(1,0) = (∇xk) is the
gradient of k with respect to the first argument, K(0,1) =
(Dx′k) the Jacobian of k with respect to the second argument,
and K(1,1)(x, x′) the n×n matrix such that K(1,1)

i,j (x, x′) =
∂2

∂xi∂x′j
k(x, x′). We also use the convention that when an

argument of a scalar function is a collection of arguments,
the function application is broadcast along the corresponding
dimension; for example, K(X,X) is a N ×N matrix with
Ki,j(X,X) = k(x(i), x(j)). The above derivation assumes
that the covariance function k(·, ·) is differentiable, which
holds for most practical covariance functions [11]. For more
details, refer to our previous work [8].

B. Uncertainty Propagation with linGP

This paper extends our previous work to the case when
the GP input is uncertain and the GP output is derived with
uncertainty propagation. We make an assumption commonly
used in many approximate uncertainty propagation methods
that the input vector has a joint Gaussian distribution and the

predictive output distribution is approximated by a Gaussian
distribution. Let the nominal input be now a Gaussian
random vector: x ∼ N (µx,Σx). We need to consider
uncertain inputs x′ in a “neighborhood” of x. Instead of
defining a distance metric between x′ and x to formalize the
“neighborhood” notion, we will assume that x′ = x + ∆x
where ∆x is a Gaussian random vector independent of x:
∆x ∼ N (µ∆,Σ∆). Hence, x′ ∼ N (µx + µ∆,Σx + Σ∆).

The equation of the linearized process remains the same:
f̃x(∆x) = x̂T f̂(x); however, there are two differences
compared to the deterministic input case:

1) x̂ = [1,∆xT ]T is no longer a deterministic vector but
∆x is a Gaussian random vector as defined above; and

2) f̂(x), that is the original GP and the gradient process
evaluated at x, is no longer a joint Gaussian random
vector. Indeed, these predictions at the uncertain Gaus-
sian input x will not be Gaussian.

Consequently, the inner product f̃x(∆x) will have a non-
Gaussian distribution. In this work, we will approximate this
distribution by a Gaussian distribution by matching their first
two moments, namely their means and variances. To this
goal, the following result from [12] is needed.

Lemma 1 (Inner product of random vectors [12]). Let b and
c be independent random vectors with means E(b) = µb
and E(c) = µc, and covariance matrices Cov(b) = Σb and
Cov(c) = Σc. The inner product q = bT c is a random scalar
variable with mean and variance given by

E(q) = µTb µc

Var(q) = µTb Σcµb + µTc Σbµc + Tr(ΣbΣc).

Let the mean and covariance matrix of f̂(x) at uncertain
input x be

E(f̂(x)) =
[
µf (x)

µg(x)

]
, Cov(f̂(x)) =

[
Σff (x) Σfg(x)

Σfg(x)T Σgg(x)

]
. (5)

By applying Lemma 1 to the inner product of independent
random vectors x̂ and f̂(x), we obtain

E
(
f̃x(∆x)

)
= µ̃f |x(∆x) = µf + µT∆µg (6)

Var
(
f̃x(∆x)

)
= σ̃2

f |x(∆x) = Σff + 2Σfgµ∆+

µT∆Σggµ∆ + µTg Σ∆µg + Tr(Σ∆Σgg),
(7)

where the argument x is dropped for brevity. The above
equations give the mean and variance of the linGP G̃f |x at
uncertain ∆x ∼ N (µ∆,Σ∆). Note that these equations hold
even if f̂(x) is not Gaussian and that µf , µg , Σff , Σgg , and
Σfg are constant for a given x. It follows that the linGP mean
µ̃f |x(∆x) is affine in µ∆ and the linGP variance σ̃2

f |x(∆x)
is affine in Σ∆ and convex quadratic in µ∆.

Equations (6) and (7) require the mean E(f̂(x)) and co-
variance matrix Cov(f̂(x)) of the predictive joint distribution
of the latent function f and its gradient g, given by the GP
Gf , at uncertain Gaussian input x ∼ N (µx,Σx). They can
be estimated by any uncertainty propagation method for GPs,
such as a Monte-Carlo method. This work employs an Exact
Moment Matching method, developed in [13], to calculate
the exact mean and covariance matrix of f̂(x) when k(·, ·) is
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a Squared Exponential (SE) covariance function. A Matlab
implementation of the method is documented in [13].

It is worth noting that the uncertainty propagation for
the latent function and its gradient, as presented above, is
performed only once for a given x. After that, the uncertainty
propagation at any uncertain input x′ = x + ∆x can
be approximated efficiently by (6) and (7). An example
illustrating the accuracy of the proposed method will be
presented in Section IV.

C. Fast GP-MPC with Uncertainty Propagation
We will extend the linGP-based Sequential Convex Pro-

gramming (linGP-SCP) algorithm developed in our previous
work [8] to solve the GP-MPC (3) with uncertainty propaga-
tion efficiently. The key change is in the formulation of the
local GP-MPC problem, which must take the uncertainty
propagation approximation derived in Section III-B into
account. Let U?t = {u?k ∈ U | k ∈ It} be given nominal
feasible control inputs. We then simulate the GP Gf with
uncertainty propagation, for instance by the method presented
in [13], over the MPC horizon to obtain the nominal output
means Y?t = {y?k = µ?f,k | k ∈ It} and the nominal output
variances S?y,t = {σ?2y,k = Σ?ff,k | k ∈ It}. Note that these
correspond to the values µf and Σff in Equations (6) and
(7) at nominal input x? at each time step. During this
simulation, the values µ?g,k, Σ?fg,k, and Σ?gg,k used by the
linGP equations (6) and (7) are also calculated.

Consider small perturbations to the nominal control inputs
uk = u?k + ∆uk, which are collected in ∆Ut = {∆uk | k ∈
It}. They will cause perturbations to the predictive output
means and variances during the MPC horizon as: ∆Yt =
{∆yk = yk − y?k | k ∈ It} and ∆Sy,t = {∆σ2

y,k = σ2
y,k −

σ?2y,k | k ∈ It}. Using these perturbation variables, the GP-
MPC (3) can be reformulated equivalently.

The equivalent GP-MPC formulation with perturbation
variables can then be approximated locally around the nominal
values by replacing Gf with the linGP G̃f |x?

k
at each time

step k. Specifically, define approximate perturbation variables
∆ỹk of ∆yk and ∆σ̃2

y,k of ∆σ2
y,k. Collect ∆ỹk and ∆σ̃2

y,k

for k ∈ It in ∆Ỹt and ∆S̃t respectively. The mean µ∆,k

and covariance matrix Σ∆,k of the input perturbation ∆xk
at each step k can be derived from ∆Ỹt, ∆S̃t, and ∆Ut. At
each k ∈ It, the relations between ∆ỹk, ∆σ̃2

y,k, µ∆,k, and
Σ∆,k are described by the linGP equations (6) and (7).

With a slight abuse of notations, we will write Ut = U?t +
∆Ut, Ỹt = Y?t + ∆Ỹt, and S̃y,t = S?y,t + ∆S̃t. The local
GP-MPC problem, which is similar to Equations (12) in
our previous work [8] and will be called linGP-MPC, is to
optimize ∆Ut and Zt to minimize the objective function
J(Y?t + ∆Ỹt,S?y,t + ∆S̃t,U?t + ∆Ut,Zt) subject to:
• the linGP equations: ∀k ∈ It,

∆ỹk = µT∆,kµg,k, ∆σ̃2
y,k ≥ 0,

∆σ̃2
y,k ≥ 2Σfg,kµ∆,k + µT∆,kΣgg,kµ∆,k+

µTg,kΣ∆,kµg,k + Tr(Σ∆,kΣgg,k);

• the trust region constraints: ∀k ∈ It, ‖∆uk‖ ≤ ρ and
‖∆ỹk‖ ≤ ρ, where ρ ≥ 0 is the trust region size;

• variable constraints: ∀k ∈ It, zk ∈ Z, u?k + ∆uk ∈ U ;
• inequality constraints: for all i = 1, . . . , nieq,

gi(Y?t + ∆Ỹt,S?y,t + ∆S̃t,U?t + ∆Ut,Zt) ≤ 0;

• and equality constraints: for all i = 1, . . . , neq,

hi(Y?t + ∆Ỹt,S?y,t + ∆S̃t,U?t + ∆Ut,Zt) = 0.

By Assumption 1, the local linGP-MPC problem is convex
and therefore can usually be solved efficiently. The linGP-
SCP algorithm presented in [8] can then be applied with
minor adjustments to solve the original GP-MPC (3). The
modified algorithm is summarized in Algorithm 1. Compared
with other NLP methods to solve the GP-MPC (3) directly,
the proposed linGP-SCP algorithm can achieve significant
reduction in overall complexity and solving time, particularly
for large GP models. More details on the algorithm and its
computational complexity can be found in [8, Section IV].

Algorithm 1 linGP-SCP Algorithm

Require: U (0)
t , Z(0)

t , ρ(0) > 0, λ > 0, 0 < r0 < r1 < r2 < 1,
βfail < 1, βsucc > 1, ε > 0, jmax > 0

1: Simulate Gf with uncertainty propagation for input U (0)
t , obtain

Y(0)
t , S(0)

y,t , and µ(0)
g,k, Σ

(0)
fg,k, Σ

(0)
gg,k for k ∈ It

2: φ(0) ← φ
(
Y(0)

t ,S(0)
y,t ,U

(0)
t ,Z(0)

t

)
3: for j = 0, . . . , jmax − 1 do
4: Solve local linGP-MPC problem to get Ỹt, S̃y,t, Ũt, Z̃k

5: Simulate Gf with uncertainty propagation for input Ũt,
obtain Yt, Sy,t, and µg,k, Σfg,k, Σgg,k for k ∈ It

6: δ(j) ← φ(j) − φ
(
Yt,Sy,t, Ũt, Z̃t

)
7: δ̃(j) ← φ(j) − φ

(
Ỹt, S̃y,t, Ũt, Z̃t

)
8: if |δ̃(j)| ≤ ε then stop and return U (j)

t , Z(j)
t

9: end if
10: r(j) ← δ(j)/δ̃(j)

11: if r(j) < r0 then
12: Keep current solution: U (j+1)

t ← U (j)
t , Z(j+1)

t ← Z(j)
t ,

Y(j+1)
t ← Y(j)

t , S(j+1)
y,t ← S(j)

y,t

13: ρ(j+1) ← βfailρ(j)

14: else
15: Accept solution: U (j+1)

t ← Ũt, Z(j+1)
t ← Z̃t,

Y(j+1)
t ← Yt, S(j+1)

y,t ← Sy,t
16: if r(j) < r1 then ρ(j+1) ← βfailρ(j)

17: else if r(j) < r2 then ρ(j+1) ← ρ(j)

18: else ρ(j+1) ← βsuccρ(j)

19: end if
20: end if
21: end for
22: return U (jmax)

t , Z(jmax)
t

IV. NUMERICAL EXAMPLES

All the numerical examples in this paper were run in Matlab
R2018b on an iMac computer with Intel Core i7 4.2 GHz
processor and 16 Gb RAM.

A. Benchmark Nonlinear System

The performance of the linGP-SCP algorithm without
uncertainty propagation was evaluated in our previous work
[8] for a GP-MPC problem of a benchmark nonlinear dynamic
system described in [4, Example 4.3, p 183]. We will consider
the same example but with uncertainty propagation to assess
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Fig. 2. The predictive variance approximated by the linGP method (blue
dashed line) is almost the same as the exact predictive variance (black
solid line), both of which are larger than the predictive variance without
uncertainty propagation (black dashdotted line).

the efficiency of the newly developed algorithm. The plant is
a discrete-time nonlinear system of the form

xk+1 = xk − 0.5 tanh(xk + u3
k), yk = xk + wk (8)

where wk is a white noise with zero mean and standard
deviation 0.025. The control input and its ramp rate are
constrained as −1 ≤ uk ≤ 1 and −0.5 ≤ uk+1 − uk ≤
0.5 for all k. Training data for learning the plant’s model
were generated by simulating the physical model (8) with
a random input signal satisfying the input constraints. GP
models of the plant were learned on the training data using
the autoregressive input [yk−1, uk], zero mean, and the SE
covariance function (see [8] for more details).

1) Uncertainty Propagation with linGP: To evaluate the
uncertainty propagation accuracy of the linGP method,
described in Section III-B, we considered the example in
Section II-C and Figure 1. A nominal control input signal
was generated by random binary perturbations, of magnitude
of either +0.05 or −0.05, from the original test sequence
of 100 time steps. The linGP-based approximate uncertainty
propagation method (Equations (6) and (7)) was performed
and compared with the Exact Moment Matching method
[4] in terms of the predictive variances. The variances are
representative of the prediction uncertainty or confidence,
which is crucial in control applications where the safety
guarantee is critical. The predictive 95% confidence intervals
of the two methods are plotted in Figure 2. The linGP-based
method of uncertainty propagation resulted in almost the
same values as calculated by the exact method, while without
the uncertainty propagation, the model was over-confident
with predictive variances smaller than they should have been.

2) GP-MPC with linGP-SCP Algorithm: Similar to the
example in [8], the control objective was to track a given
reference signal rk for 100 steps, where rk = −0.5 for
k ∈ [0, 50] and rk = −0.2 for k ∈ [51, 100]. This control
problem was formulated as a GP-MPC (3) as follows:

J = minimize
ut,...,ut+H−1

∑t+H−1
k=t

(
Q(yk − rt)2 +R(uk − uk−1)2

)

100 200
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Fig. 3. Benchmark example: box plot of solving time of each MPC step
by Active-Set (fmincon) and linGP-SCP algorithms for two GP model sizes.

u

ϕ

Fig. 4. Diagram of a rotational single-arm pendulum.

subject to(
yk, σ

2
y,k

)
≈ Gf

(
yk−1, σ

2
y,k−1, uk

)
(9a)

− 1 ≤ uk ≤ 1, −0.5 ≤ uk+1 − uk ≤ 0.5 (9b)
− 1.2 ≤ yk − 2σy,k, yk + 2σy,k ≤ 1.2 (9c)
− δ ≤ yt+H−1 − rt − 2σy,t+H−1 (9d)
yt+H−1 − rt + 2σy,t+H−1 ≤ δ (9e)

where H = 12, Q = 10, R = 0.1, δ = 0.075, and k =
t, . . . , t+H − 1.

The above GP-MPC problem was solved with the Active-
Set algorithm for NLPs (by the commercial solver fmincon
of Matlab) and the proposed linGP-SCP algorithm (prototyped
in Matlab using Yalmip [14] and Gurobi [15]). The SQP and
Interior-Point algorithms, both implemented by fmincon,
did not work due to numerical issues. The solvers were
configured to a similar solution accuracy.

In all cases, the GP-MPC controller was able to track the
given reference. Hence, we will only report the algorithm
performance results. A box plot of the solving time of each
MPC step by the Active-Set and linGP-SCP algorithms, for
two GP model sizes of N = 100 and N = 200, is given
in Figure 3. Observe that the linGP-SCP algorithm not only
was faster but also had more stable performance (i.e., less
varying solving time) and was less affected by the GP model
size (i.e., its solving time grew slower with N ).

B. Rotational Single-Arm Pendulum

To demonstrate the real-time performance of the linGP-
SCP algorithm for GP-MPCs, we evaluated it on a swing-up
control problem for a 1-DOF pendulum system. An MPC for
such a control system must be solved quickly, under a strict
deadline, due to the fast dynamics of the plant.
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1) System Dynamics and Model Learning: The physical
model of a rotational single-arm pendulum is illustrated in
Figure 4, in which the mass and the length of the pendulum
are denoted by m and l, respectively. The pendulum is driven
by a torque u. Let us define the angle of the pendulum with
respect to the downright position as ϕ. The control objective
is to swing up the pendulum and keep it stable at the upright
position. The equation of the pendulum’s motion is given by:

ϕ̈( 1
4ml

2 + I) + 1
2mgl sinϕ = u− bϕ̇

where g is the acceleration of gravity, I = 1
12ml

2 is the
moment of inertia of the pendulum around its midpoint, and
b is the viscous friction coefficient. Defining the state vector
x = [x1, x2]T = [ϕ, ϕ̇]T , the system dynamics can be written
in the state-space form as

dx

dt
=

[
x2

u−bx2− 1
2mgl sin x1

1
4ml

2+I

]
, y = ϕ =

[
1 0

]
x.

In this paper, the system specifications were m = 0.5 kg,
l = 0.6 m, b = 0.1 Ns/m, g = 9.81 m/s2. Furthermore,
the input torque is constrained as −3.5 ≤ u ≤ 3.5. The
measurement of the pendulum’s angle ϕ, which is the output
of the system, is assumed to be affected by a white noise w
with standard deviation 0.01 and zero mean.

For model learning purposes, we conducted an experiment
with the pendulum to obtain training data. The generated
training data must have sufficient excitation, in the sense that
it sufficiently represents the system dynamics. Specifically, the
system states in the experiment must be driven to the desired
equilibrium then oscillate around this point. To achieve this
goal, an input signal constituted by a proportional-integral
feedback law and a zero-mean exploration noise was utilized:

u = −kp(x1 − r)− ki
∫ t

0

(x1 − r)dτ + e (10)

where kp and ki are positive gains, r is the time-varying
target value of ϕ, which was switched between −π and
π frequently, and e is a zero-mean exploration noise. In
our experiment, the sum of sinusoidal signals with different
frequencies was employed as the exploration noise e [16].
The signals were sampled every Ts = 100 ms, resulting in
a discrete-time system. The input signal and the measured
swing angle of the pendulum obtained from our experiment
for model learning are shown in Figure 5. GP models with
different training sizes N ∈ {100, 150} were trained on the
data, using the autoregressive input [ϕk−2, ϕk−1, uk−1, uk],
zero mean, and the SE covariance function.

2) GP-MPC with linGP-SCP Algorithm: The swing-up
control problem was formulated as the following GP-MPC:

minimize
ut,...,ut+H−1

t+H−1∑
k=t

(
P (yk−rt)2 +Q(uk−uk−1)2 +Rσ2

y,k

)
subject to(

yk, σ
2
y,k

)
≈ Gf

(
yk−2, yk−1, σ

2
y,k−2, σ

2
y,k−1, uk−1, uk

)
− 3.5 ≤ uk ≤ 3.5

where H = 5, P = 10, Q = 2, R = 1, and k = t, . . . , t +
H − 1. The reference signal rt = π for all t, representing the
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Fig. 5. Rotational single-arm pendulum example: input signal (top) and
swing angle (bottom) of the pendulum in the experiment for model learning.

goal to move and keep the pendulum at the upright position.
The objective function minimizes the tracking error (yk − rt)
while limiting the change in control input (uk − uk−1) and
keeping the model uncertainty low (σ2

y,k).
Because of the sampling time Ts = 100 ms, the GP-MPC

problem must be solved consistently within 100 ms at every
time step. For this example, the GP-MPC was solved with
three different algorithms, configured to the same solution
accuracy: the Interior-Point algorithm (by fmincon), the
SQP algorithm (by fmincon), and the linGP-SCP algorithm.

The control system was simulated for 40 time steps (that is
4 s). To demonstrate the tracking performance of the GP-MPC,
at time step 20, a disturbance of magnitude δu = 1.5 Nm was
applied to the torque for 10 time steps (until time step 30).
During the disturbance, the pendulum would be displaced
from the upright position; once the disturbance has been
removed, the pendulum would return to the upright position
quickly. Figure 6 plots the pendulum angle and the control
input during the simulation. The GP-MPC successfully moved
the pendulum to the upright position and kept it there. During
the disturbance between time steps 20 and 30, the pendulum
was displaced by up to about 1.6 rad, then was returned to
the upright position after the disturbance disappeared.

The top box plot of Figure 7 compares the solving time of
each MPC step by the three algorithms considered, for the
two GP model sizes of N = 100 and N = 150. It can be seen
that the linGP-SCP algorithm was consistently faster than the
other two algorithms and was much less affected by the GP
model size. The statistics of the linGP-SCP solving time is
summarized in the bottom box plot of Figure 7. Observe that
the linGP-SCP algorithm always met the real-time deadline
of 100 ms while the other two algorithms did not.

C. Discussion on Simulation Results

The performance of linGP-MPC was evaluated in two
examples of nonlinear control systems. In all cases, the
linGP-SCP algorithm outperformed other NLP algorithms
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Fig. 6. Output (top) and control input (bottom) in the pendulum example.
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Fig. 7. Pendulum example: Top – box plot of solving time of each MPC
step by Interior-Point (fmincon), SQP (fmincon), and linGP-SCP algorithms
for two GP model sizes. Bottom – box plot of linGP-SCP solving time.

implemented by fmincon, including the Active-Set, Interior-
Point, and SQP algorithms. Not only that linGP-SCP was
faster, its solving time was highly consistent with low variance
and few small outliers. More importantly, while the other
algorithms became much slower when the GP model size
increased, the solving time of linGP-SCP only grew modestly.
These results confirm the performance advantages of linGP-
SCP, as analyzed in our previous work [8], especially that
its complexity is less affected by the GP model size.

While the commercial solver fmincon used in this work,
and other solvers used in our previous work [8] such as Knitro
and Ipopt, are highly optimized and usually implemented
in C/C++ and/or Fortran, our linGP-SCP algorithm was
prototyped in Matlab and was not optimized for speed.

Therefore, we expect that the performance of the linGP-SCP
implementation can be significantly improved.

V. CONCLUSION

Our previous work [8] developed a fast and scalable
approach – the linGP-based Sequential Convex Programming
(linGP-SCP) algorithm – to solve a general class of GP-
based MPC problems. This paper completed the linGP-SCP
algorithm by incorporating uncertainty propagation to improve
the accuracy of GP predictions for MPC. We overcame
the computational challenge of uncertainty propagation with
GPs so that the improved linGP-SCP algorithm maintains
its performance advantages and its scalability to the GP
model size. Its efficiency and performance were successfully
demonstrated in two numercial examples.

There are several future extensions of the current work. We
will develop an optimized implementation of the algorithm in
an open-source toolbox. We will also study the convergence
properties of the linGP-SCP algorithm and investigate other
applications of the linGP concept other than GP-MPC.
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