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Abstract—Deep learning is increasingly used to make pre-
dictions on biomedical and social science data. A ubiquitous
challenge in such applications is that the training data is often
incomplete: certain attributes of samples could be missing.
Moreover, there could be complex structures in the pattern of
which attributes are missing—for example, whether the glucose
level is measured for a participant may depend on his/her other
attributes (e.g. age) as well as on the prediction target (say,
diabetes status). We propose a general embedding approach
to learn representations for missingness. The embedding can
be a modular layer of any neural network architecture and
it’s learned at the same time as the networks learn to make
predictions. This approach bypasses the need to first impute
the missing attributes, which is a key limitation because stan-
dard imputation methods require random missingness. Our
systematic experimental evaluations demonstrate that missing-
ness embedding significantly improves the prediction accuracy
especially when the data missingness has structures, which is
typical in practice. We show that the embedding is robust to
changes in the missingness of test data (domain-adaptation) and
discuss how the embedding reveals insights on the underlying
missing mechanism.

Index Terms—missing data, deep learning, imputation

I. INTRODUCTION

In many classification and regression problems, the training
set consists of data with missing or incomplete features.
Consider, for example, the important problem of predicting
disease risks from medical records of individuals. The features
can include lab test results and medical history, and the goal
would be to build a disease predictor. A ubiquitous challenge
is that many individuals are missing some of the features.
By chance, a participant could have a missed a lab test or
its value not have been recorded. This corresponds to the
most benign and idealistic form of missing data, where which
features are missing are essentially random.

In reality, there is often complex structures in the miss-
ingness. For example, lab results might be disproportionately
missing for lower income individuals. The missingness could
also be directly linked to the prediction label. This happens
if, for example, individuals who are diabetic—the disease
label—are less likely to test for or report their glucose level
for some reason. Based on the data alone, it’s often difficult to
tell what is the underlying structure of missing data. Beyond

biomedical settings, prediction with missing data is a common
headache throughout data science in applications ranging from
social science, which relies heavily on incomplete surveys,
to physics [1]–[3].

The goal of this paper is to develop a general framework
for training neural network predictors when the training data
has missing features. Neural networks have been increasingly
applied to tackle prediction problems in biomedicine and so-
cial sciences, and have produced state-of-the-art accuracy [4].
Recent developments in deep learning have been conducted
in settings where there is no missing data during training.
This has essentially limited the application of deep learning
to cases when we have complete data, which as we have
discussed is unrealistic.

a) Our contributions: We propose a flexible embedding
method to learn representation for missingness directly from
the data simultaneously as we are training the predictor.
We demonstrate that our embedding approach achieves
high accuracy across all the missingness structures. Our
missingness embedding significantly improves over state-
of-the-art imputation methods when there is non-random
structure in the missingness, which is typically the case.
This embedding technique can be used as a layer in any
standard neural network architecture. Moreover, we show that
the learned embedding vectors reveal insight on underlying
missing mechanism. This is the first systematic study of deep
learning with informative missing data to the best of our
knowledge.

Learning a embedding for missingness is very different from
the standard statistical procedure for imputing the missing
values. Imputation is a family of methods for filling in the
missing features based on its correlation with the observed
features. After all the missing features have been imputed,
then the data can be used for downstream analysis as if we
have complete data. The strength of imputation is that it
actually fills in all the data values and enables any statistical
analysis. The weakness is that the vast majority of imputation
methods have to make unrealistic assumptions about the
missing mechanism.

For the purpose of training a predictor, which is our focus
here, we show that it is not necessary to impute the missing
values. Especially when the missingness itself is non-random,
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Fig. 1: (a) Four standard classes of missing mechanisms: MCAR = random missing; X = missing depends on the observed
values; M = missing depends on the missing value (all the 5’s are missing); Y = missing depends on the outcome (e.g. when
output = 0). (b) Without imputing the missing data, the embedding learns representations for when the feature is present and
when it’s absent.

filling in the missing values can actually lose information. For
example, if diabetics are really more likely to miss glucose
tests, then having a missing value for glucose is actually a
useful predictive feature. Our embedding approach bypasses
the need to impute values and directly learns a meaningful
representation of the missingness.

b) Paper outline: Sec. 2 concisely reviews missing
data mechanisms and related works in imputation and de-
cision trees. Sec. 3 introduces our missingness embedding
approach as well as systematic performance evaluations. Sec.
4 discusses approaches to interpret the learned missingness
representation.

II. MISSING MECHANISM AND RELATED WORKS

A. Missing data mechanism

For the input data variable x ∈ Rn, we define the missing-
ness pattern variable m ∈ {0, 1}n such that xi is missing if
mi = 1 and it is observed if m = 0 for i ∈ {1, . . . , n}. We
denote the observed part of the input variable as xobs and
the missing part as xmiss. Based on the generating process of
m, Rubin [5] defined three mechanisms of data missingness.
The missingness is completely at random (MCAR) if m is
independent of the observed and missing part of the data. As
a more realistic case, data is missing at random (MAR) if
missingness is independent of the unobserved (missing) data
given the observed part of the data. In other words, given
the observed data, “any remaining missingness is completely
at random” [6]. If m is not independent of missing values
given the observed values, the missingness is not at random
(MNAR).

a) Example: Consider a survey data set with two
features; one indicating whether a participant is a smoker
(always observed) and one for average number of daily
smoked cigarettes (sometimes missing). The MCAR case
is when there is no particular reason for the second attribute
to be missing for a subject of study. If the only reason for
missingness would be that some non-smokers abstain from
filling out the second attribute with zero, the missingness is

MAR. If people who smoke more cigarettes are less likely to
report the number, then missingness is not at random.

Ding & Simonoff [7] argued that Rubin’s categorization of
missing mechanisms is not precise enough for the problem
of missing data in the supervised learning context. Following
their idea, in this work, we categorize the data missingness
mechanism based on how the missingness pattern m interacts
with three variables in the problem (Fig. 1): the observed
data xobs, the missing values xmiss, and the response
variable/label y.

Definition II.1. X missingness Mechanism : If P (m|x, y) =
P (m|xobs) and P (m|xobs) 6= P (m). X missingness
mechanism is the same as MAR mechanism.

Definition II.2. M missingness Mechanism : If P (m|x, y) =
P (m|xmiss) and P (m|xmiss) 6= P (m).

Definition II.3. Y missingness Mechanism :If P (m|x, y) =
P (m|y) and P (m|xobs) 6= P (m).

Mixed mechanisms could be defined accordingly.
For instance, missingness is under MY mechanism if
P (m|x, y) = P (m|xmiss, y) but P (m|x, y) 6= P (m|x)
and P (m|x, y) 6= P (m|y).

Garcı´a-Laencina et al. [8] defined informative missingness
as the case where missingness pattern provides information
about the classification target. Among different mechanisms
of missing data, M and Y (and mixed mechanisms XM, XY
and XMY) are informative.

Definition II.4. missingness mechanism is informative if:

P (y|xobs,m) 6= P (y|xobs)

An example of informative missingness pattern would be
the case of Electronic Health Record data where “patients
with missing information are systematically different than
patients with complete data” [2].

One way of dealing with missing data in the supervised
learning setting is data imputation which consists of two
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steps [8]. First, we learn an imputation model on the training
data. We then impute to fill in all the missing values of the
training set, and then train a predictor on this completed
data. In test time, each test sample with missing values is
first imputed with the learned imputation parameters. The
trained predictor, then performs the classification task on the
imputed test sample. In this standard approach, the predictor
does not know which feature values of a data point are
imputed and which are observed. Therefore, the missingness
pattern of the data is obscured from the prediction model,
and if the missingness mechanism is not completely random
(MCAR), then information in the missingness pattern is lost.
In this work, we introduce the attribute embedding method
for the task of classification in deep learning to incorporate
the missingness information in model’s training.

B. Review of imputation methods

We concisely review four major classes of imputation
methods. We will compare against a representative from each
class in our experiments. All of these methods assume that
the missingness is MCAR or MAR, and can be biased if the
missingness is not random [9]–[11].

a) Oblivious methods: The simplest and most common
way to handle missing data is to simply exclude any data with
missing attributes during training; this is also called complete
case analysis. In test time, the trained classifier abstains
from prediction of a test sample with missing attributes. One
drawback with this approach is the reduced sample size. Mean
(or mode) imputation is another common approach where the
missing attribute is replaced with the mean (or mode) value
of that attribute.

b) Regression Methods: Consider all the completely
observed samples as a new data set. For each possible
missingness pattern m, the complete data set is used to
train a regression model that predicts the missing values
from the observed ones; for instance an MLP [12] or a
Decision Tree [13]. The main drawback is that the number of
required models to be trained increases exponentially with the
number of attributes in the data set. To tackle this problem,
Azure et al. [14] introduced Multiple Imputation by Chained
Equations (MICE) where the number of regression models
increases linearly with the data dimensionality (Details in
the referenced paper). MICE assumes MAR missingness
mechanism.

c) Nearest neighbor methods: Nearest neighbor methods
fill out an attribute’s missing value with the observed one of
a data point similar to the original point. For instance, in [12]
nearest neighbour hot-deck imputation with Heterogeneous
Euclidean Overlap Metric (HEOM) [15] is used.

d) Density estimation methods: These methods assume
a model for the joint distribution of the input attributes. Model
parameters are then learned to maximize the likelihood of the
given data set. For instance, a multivariate normal [16] or
Gaussian mixture [17] model can be learned with Expectation-
Maximization (EM) algorithm given the data with missing
values. Once the density function is estimated using EM,
one can impute the missing values either by Least Square

estimate E[xmiss|xobs], the maximum likelihood estimate
argmaxP (xmiss|xobs), or just by sampling.

C. Missing data in decision trees

Decision trees and random forest have non-imputation
techniques to handle missing data during training and test-
ing [7], [18]. One approach is surrogate variable splitting [19],
[20]: at each split of the decision tree, if the splitting
variable is missing, another observed surrogate variable is used
instead. Although widely used, surrogate variable splitting,
does not directly convey the missingness pattern information.
Introduced in [7] and [18] respectively, Separate class
and Missingness Incorporated in Attributes methods are
related approaches where the missingness is considered as a
separate category in categorical attributes. When the attribute
is nominal, the missing values are replaced by a value outside
of the attribute’s normal range. They showed that when the
missingness is not independent of the response variable, this
method results in a better prediction accuracy and report
competitive results compared to the state-of-the art imputation
methods when independence assumption holds.

These surrogate variable or separate class methods are not
applicable in neural networks, which do not split by one
variable at a time. To the best of our knowledge, the only
applicable method to handle informative missingness in deep
neural networks is the indicator variable method. This method
consists of concatenating the missingness pattern variable
m with an imputed version of the observed original data
[21]. This method has recently been extended to the case of
Recurrent Neural Networks. [22], [23]. We will also compare
against this approach in the next section.

III. MISSINGNESS EMBEDDING AND EXPERIMENTS

A. The missingness embedding algorithm

Given a data point x ∈ Rn with missingness pattern m ∈
{0, 1}n, Consider its ith attribute xi:
• If xi is a categorical attribute with k possible categories,

we introduce category embedding vectors vi
1, . . . ,v

i
k ∈

Rd where vi
j is the embedding for jth category. We

also introduce vi
m ∈ Rd as the missingness embedding

vector. During training and testing time, instead of the
original xi or its equivalent one-hot encoded vector, the
corresponding category vector vi

k or, if xi is missing,
vi
m is used as the input into the network .

• If xi is a nominal attribute, vi
p ∈ Rd is defined as

the presence embedding vector and vector vi
m ∈ Rd is

defined as the missingness embedding. During training
and test time, if the attribute value is missing vi

m is used
as the input to the network and xi × vi

p is used if the
attribute is present (recall here that xi is a scalar).

• All the embedding vectors are then concatenated and
fed as input into the neural network.

The embedding vectors are initialized randomly and trained
along with the network with backpropagation during training
time. In general, different attributes can have different
embedding dimensions. Here we use the same embedding
dimensions for simplicity.
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Fig. 2: Prediction Performance: The average results for 5 synthetically generated data sets is reported in (a) and the results
for the real Gesture data is reported in (b). The vertical axis is the relative accuracy of the trained networks compared to the
case where data has no missing values. Attribute embedding network and the conventional neural network achieve similar
accuracy when there is no missing data. For each data set and method, 5 randomly initialized neural networks are trained for
each missingness rate and averaged. The shadow surrounding the attribute embedding performance curves indicates standard
deviation.

B. Experiment setup

a) Data sets: We created five synthetic data sets with
n = 20 dimensions and N = 10000 samples and C = 3
different classes. from a Gaussian distribution with random
mean and random covariance matrix. The result is a data
matrix X ∈ RN×n where 9000 samples were used for
training. Input variables are sampled from a zero-mean
Gaussian distribution with random positive semi-definite
covariance. Each sample xj is then assigned label c where
c = argmaxc∈{1,...,n} fc(x

j)+nj
c where fc is a fourth order

polynomial with random weights and nj
c ∼ N (0, 0.01).

In addition to the synthetic data, we also experiment the
Gesture Phase Segmentation Dataset Set [24] from the UCI
machine learning repository. This data set is made of N =
9900 samples with n = 50 nominal attributes and has C = 5
different classes. The original data set has no missing values.

b) Details of Implemented Methods: For the attribute
embedding method, we used 5-dimensional embedding vectors
(d = 5) for all attributes. We implement mean, hot deck
nearest neighbor, and MICE imputation methods. To have
a measure of the best performance of density estimation
methods, instead of using the data with missing values, we
used the original fully-observed data to learn the parameters
of a multivariate normal model. The data was then imputed
by maximum likelihood estimation. To have fair experimental
setup, as in the case of attribute embedding method we
train one model rather than an ensemble of models, for all

imputation methods, we create one imputed data set and train
one network (single imputation).

c) Models: We trained artificial neural networks with 4
hidden layers with 200 hidden units and ReLU activation. The
networks were trained using Tensorflow [25]’s implementation
of ADAM [26] optimizer with learning rate 0.0003. To
mitigate the effects of random initialization on the network
performance, for all of the data sets, methods, missingness
mechanisms, and missing data rates, we trained five models
and report the average performance.

d) Implementation of different missingness mechanisms:
We follow the standard published procedure for generating
synthetic data with various missing mechanisms [7], [13]. To
have missingness with rate p we implemented the following
steps:

• MCAR: For each xij we generated independent u ∼
uniform[0, 1]. xij will be missing if u < p.

• X(MAR): Half of the n attributes are randomly selected
to have missing values. For each of the chosen attributes,
we randomly pair it up with one of the remaining non-
missing attributes such that each missing attribute is
matched with exactly one non-missing attribute. For j th
attribute, we sample uj ∼ uniform[0, 1]. The values of
the attribute would be missing if its corresponding non-
missing pair is in its largest 2p percentile if uj > 0.5 or
its smallest 2p percentile if uj < 0.5.

• M: For each attribute j ∈ 1, . . . , n, we sample uj ∼
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uniform[0, 1]. if uj > 0.5, the value of the attribute
would be missing if it is in the largest p percentile. If
uj < 0.5, the attribute value would be missing if it is in
the smallest p percentile.

• Y: For each attribute j ∈ 1, . . . , n, we sample
p1j , . . . , p

C
j ∼ uniform[max(0, 1 − 2p),min(1, 2p)]

where C is the total number of classes in the data set.
For a data point with assigned label l, jth attribute would
be missing with probability plj .

C. Experiment Results

a) Prediction Accuracy: Fig. 2 (a) shows the prediction
accuracy for the five methods on synthetic data as a function of
the missing rate. Fig. 2 (b) shows the corresponding prediction
accuracy on the Gesture Phase Segmentation data set. The
accuracy is evaluated on an independent test set generated
with the same missing mechanism as the training data.

Under MCAR and X(MAR) mechanisms (no information
in missingness pattern), attribute embedding method has
similar performance compared to imputation methods, which
is expected. Under M missingness mechanism, the embedding
yields significantly better results compared to all other
imputation methods. Note that the density estimation method
in the case of synthetic data is the best possible imputation
method since we give it the true data generating distribution.
The fact that attribute embedding is still performing better
means that it successfully captures the additional information
in the missingness pattern which is obscured in the maximum
likelihood imputation.

Under the Y missingness mechanism our method gains
the most information from the missingness pattern. Because
the missingness is informative for predicting Y in this case,
the embedding model actually performs better than the base
model trained on complete data, which is why the scores are
above 100%. The trade-off between the information gained
from missingness and lost information of the missing values
can also be observed. The performance first increases with
missing rate and after more than half the data is gone missing,
it drops. This increase in accuracy is a general trend among
methods. Even though there is no direct information about
the missingness pattern in the imputed training data, under
the Y mechanism we have defined, points with same pattern
of missingness will have the same label with high probability.
As a consequence, after the data points are imputed, in the
new input space, clusters of data points with the same label
are formed. In other words, the task of classification in the
imputed input space is easier than the original space. This
is why the mean method has the best performance among
imputation methods; it replaces the missing value of an
attribute with its mean and as a result all points with the
same missingness pattern will share the same value and form
separable input space for the deep network. For the hot-deck
method on the other side, as it replaces the missing attribute
with an observed one in the data set, the resulting imputed
input space is not as separable.

b) Regression task: We also trained regression models
for the Wine Quality Data Set [27] (red wine score regression

task) also from the UCI machine learning repository under
different missingness mechanisms and rates. The data set has
1599 data points with 11 nominal attributes and the output
is the quality score. The results are in accordance with the
two mentioned classification experiments. Under MCAR and
MAR mechanisms the attribute embedding method has similar
performance with the best imputation methods. Under M
and Y mechanisms (informative missingness), the embedding
method again yields better results compared to all other
imputation methods.

c) Embedding dimensionality: Fig. 4 (a) and 4 (b)
show how the prediction accuracy of networks changes as we
increase the embedding dimensionality d. The bars indicate
changes relative to the accuracy of the network with d = 1,
i.e. a scalar embedding. Using d > 1 is a good idea because
this allows the model more flexibility to place the missingness
vector in a different part of the embedding space. This is
confirmed with the results that show a consistent improvement
in performance for d > 1. We do not see the need to use large
embedding dimensions as there is no consistent improvement
for larger d.

d) Comparison to indicator variable method: As dis-
cussed in Sec. 2, an alternative approach for handling
informative missing data with neural networks is to augment
the input with binary indicator variables corresponding to
whether each attribute is present or missing. The indicator
variable method, however, has some undesirable properties.
First of all, in order to use the indicator, we still have to
impute the missing values since the network requires inputs
for both the original features and the augmented indicator
variables in this method. This brings the additional computa-
tional overhead and also assumptions about the imputation
mechanism. In Fig. 10, we investigate the performance of
the indicator method using different imputation schemes. The
prediction accuracy is sensitive to the particular imputation.
Secondly, for attributes with many categories, the embedding
naturally learns a more efficient representation of the data
compared to indicator variable method where we concatenate
an additional missingness indicator vector with the original
input. Using attribute embedding method also allows for
additional interpretation, which we will discuss in the next
section.

We compare the performance of the attribute embedding
with the indicator method on synthetic data with informative
missingness (Fig. 5). For the M missingness, we analyze
the two methods for data sets with different complexity and
different number of classes. When the setting is relatively
simple—i.e. two classes and the complexity is first order—
both attribute embedding and indicator perform equally
well. However as the data becomes more complex, attribute
embedding consistently performs better than indicator. The
results are averaged across 5 experiments.

IV. INTERPRETATION OF EMBEDDINGS

In this section, we examine the learned missingness
embedding to understand how the network uses the embedding
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Fig. 3: KL-divergence between the network’s outputs using missingness embedding vs. using the ideal imputation.
Using our method of generating synthetic data, 4 networks with attribute embedding vectors of different dimensions are
trained. Inference task is performed on test samples with missing values. The result would be a p1 ∈ [0, 1]C which is a
probability distribution over the C possible labels. We then impute the sample using maximum likelihood prediction and
perform the inference task again. The resulting probability distribution over labels would be p2. We show the histograms of
KL(p2||p1).

(a) (b)

Fig. 4: Effect of embedding dimensionality on perfor-
mance: The vertical axis stands for the difference in prediction
accuracy compared to the 1-dimensional embedding case for
(a) synthetic data and (b) Gesture Phase Segmentation data.

and what insight the embedding reveals about the unknown
missing mechanism.

a) How the network uses the missingness embedding:
We first investigate how missingness embedding vectors
vi
m affect neural network’s decision making in different

missing data mechanisms. Section II discusses that there
is no information in the missingness pattern if the mechanism
is MCAR or X (MAR). As a result, the best prediction result
would be achieved by the best imputation of the missing
values. Given the joint probability distribution of the input
variables, this would be the maximum likelihood prediction
of the missing values.

Using a synthetically generated data set, we apply MCAR
and X missingness mechanism to throw away 50% of the
values in the first of the 20 attributes of the data set and keep
all the other attributes. We then train a neural network on the
training data. In test time, for each test sample with its first
attribute missing, we first perform the prediction task using the
missingness embedding v1

m to obtain post-softmax probability
distribution over the labels which we denote by p1. For the
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Fig. 5: Attribute embedding vs. indicator variable We
created synthetic data sets with various orders of complexity
between the covariates and the output label. We also created
another set of data sets with different number of classes.
Applying M and mechanisms, it could be observed that for
simple data sets the two method have equal performance while
attribute embedding method yields to better accuracies as the
data set becomes more difficult to classify. Mean imputation
was used for indicator variable method. Each curve is the
average over 5 synthetic datasets.

same sample, we impute the missing value using maximum
likelihood prediction using the ground truth distribution of
data, and again perform the prediction task to obtain the
posterior p2. The process is repeated for 1000 test samples
and Fig. 3 shows the histogram of KL(p2||p1), the KL-
divergence between the two outputs. Under MCAR and X,
the histogram demonstrates that the network’s prediction is
very similar (small KL) when it’s using v1

m and when it’s
using the maximum likelihood imputation. This suggests that
even though there is no direct information about the type
of missingness in the training of the network, the network’s
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MCAR M Y

Fig. 6: Distance between the missingness embedding and the categories’ embedding vectors. For the category k in the
ith attribute (k ∈ {0, 1} and i ∈ {0, . . . , 44}), the horizontal axis is the share of that category in the total missing values
of its corresponding attribute. The vertical axis stands for the `2 distance between the category’s embedding vi

k and its
corresponding attribute’s missingness embedding vi

m.

embedding vectors are learned such that they mimic the
network’s output that would have been produced by the
optimal imputation.

On the other side, under M mechanism, the maximum
likelihood imputation is not the best possible imputation as
it neglects the dependence between the missingness pattern
and the original value. It could be seen in Fig. 3 that the
network response to input with missingness embedding vector
and to the imputed input is less similar as the KL divergence
increases. The same goes for the Y mechanism where the
missingness information is directly related to the label and
therefore the response to the missingness embedding vector
is completely different from the best imputation of the data.

b) Geometry of the embedding vectors: We use the
Cover Type Data Set [28] from the UCI machine learning
repository. It has 44 categorical attributes each with two
categories (binary). We train three networks with attribute
embedding method under three different missingness mecha-
nisms: MCAR , M, and Y. (missingness rate is 50%) After
the models and the embedding vectors are learned, for each of
the 44 attributes, we first calculate the share of each category
missing values of that attribute, i.e. what fraction of the
missing values of that attribute come from each category. For
instance, under the MCAR mechanism, each category’s share
of missingness is simply the fraction of times the attribute
takes on that category if there is no missing data. We then
calculate the `2 distance between the attribute’s missingness
embedding vi

m to the learned embedding of each of the two
categories.

Fig. 6 shows that in both MCAR and M mechanisms, the
missingness vector vi

m is closer to the embedding vector
of the category with a larger share in the missingness. This
is intuitive, because the best strategy of the network under
MCAR and M is to learn the missingness vector which is a
good substitute to the most likely missing category. Note that
under the M mechanism, the most likely missing category is
not always the most common category, but vi

m still learns
to approximate it. We would expect the Y mechanism to
have a very different picture, because there vi

m does not just

approximate the mostly likely missing category but it directly
affects the label y. Indeed, we find that under Y, vi

m is no
longer proximal to the most likely missing category.

V. DISCUSSION

As deep learning becomes increasingly important in biomed-
ical and social science applications, an important question
is how to train a neural network when there is complex
missing structure in the training data. In this paper, we develop
missingness embedding as a general framework to tackle this
challenge. The embedding approach allows us to bypass the
need to first impute the missing data, which has been a
significant hurdle since the standard imputation approaches
assume random missingness. Our experiments demonstrate
that the embedding approach achieves significantly higher
prediction accuracy in settings with informative missingness—
X(MAR) and Y — which are ubiquitous in real data.

If the goal is to do various statistical inference from
the incomplete data other than prediction, then the current
embedding algorithm would not work because we would
need to have actual values for the features. For such analysis,
imputation is still the best approach.

In order to perform the systematic evaluations, we follow
the standard procedure to simulate incomplete data that
follows various missingness mechanisms. While this is not
completely ideal, this is the best practice in the missing
data literature because it’s very challenging to have real
observational data where we know the ground truth missing
mechanism.

Beyond its improvement in prediction accuracy, we in-
vestigated several approaches to interpret the missingness
embedding vectors to gain insights on how the network
uses these embedding vectors. These type of interpretation
is another advantage of learning an explicit representation
for missingness. This paper is the first systematic study of
missing data in deep learning and we expect many exciting
extensions.

443



REFERENCES

[1] R. J. Little and D. B. Rubin, “The analysis of social science data with
missing values,” Sociological Methods & Research, vol. 18, no. 2-3,
pp. 292–326, 1989.

[2] B. J. Wells, K. M. Chagin, A. S. Nowacki, and M. W. Kattan, “Strategies
for handling missing data in electronic health record derived data,”
eGEMs, vol. 1, no. 3, 2013.

[3] J. Bergé, S. Pires, Q. Baghi, P. Touboul, and G. Métris, “Dealing
with missing data: An inpainting application to the microscope space
mission,” Physical Review D, vol. 92, no. 11, p. 112006, 2015.

[4] D. Ravì, C. Wong, F. Deligianni, M. Berthelot, J. Andreu-Perez, B. Lo,
and G.-Z. Yang, “Deep learning for health informatics,” IEEE journal
of biomedical and health informatics, vol. 21, no. 1, pp. 4–21, 2017.

[5] D. B. Rubin, “Inference and missing data,” Biometrika, vol. 63, no. 3,
pp. 581–592, 1976.

[6] J. W. Graham, “Missing data analysis: Making it work in the real
world,” Annual review of psychology, vol. 60, pp. 549–576, 2009.

[7] Y. Ding and J. S. Simonoff, “An investigation of missing data methods
for classification trees applied to binary response data,” Journal of
Machine Learning Research, vol. 11, no. Jan, pp. 131–170, 2010.

[8] P. J. García-Laencina, J.-L. Sancho-Gómez, and A. R. Figueiras-Vidal,
“Pattern classification with missing data: a review,” Neural Computing
and Applications, vol. 19, no. 2, pp. 263–282, 2010.

[9] C. H. Brown, “Asymptotic comparison of missing data procedures for
estimating factor loadings,” Psychometrika, vol. 48, no. 2, pp. 269–291,
1983.

[10] R. J. Little and D. Rubin, “Analysis with missing data,” 1987.
[11] R. L. Brown, “Efficacy of the indirect approach for estimating structural

equation models with missing data: A comparison of five methods,”
Structural Equation Modeling: A Multidisciplinary Journal, vol. 1,
no. 4, pp. 287–316, 1994.

[12] J. M. Jerez, I. Molina, P. J. García-Laencina, E. Alba, N. Ribelles,
M. Martín, and L. Franco, “Missing data imputation using statistical and
machine learning methods in a real breast cancer problem,” Artificial
intelligence in medicine, vol. 50, no. 2, pp. 105–115, 2010.

[13] B. Twala, “An empirical comparison of techniques for handling
incomplete data using decision trees,” Applied Artificial Intelligence,
vol. 23, no. 5, pp. 373–405, 2009.

[14] M. J. Azur, E. A. Stuart, C. Frangakis, and P. J. Leaf, “Multiple
imputation by chained equations: what is it and how does it work?”
International journal of methods in psychiatric research, vol. 20, no. 1,
pp. 40–49, 2011.

[15] D. R. Wilson and T. R. Martinez, “Improved heterogeneous distance
functions,” Journal of artificial intelligence research, 1997.

[16] J. L. Schafer, Analysis of incomplete multivariate data. CRC press,
1997.

[17] Z. Ghahramani and M. I. Jordan, “Supervised learning from incomplete
data via an em approach,” in Advances in neural information processing
systems, 1994, pp. 120–127.

[18] B. Twala, M. Jones, and D. J. Hand, “Good methods for coping with
missing data in decision trees,” Pattern Recognition Letters, vol. 29,
no. 7, pp. 950–956, 2008.

[19] L. Breiman, J. Friedman, C. J. Stone, and R. A. Olshen, Classification
and regression trees. CRC press, 1984.

[20] T. M. Therneau, E. J. Atkinson et al., “An introduction to recursive
partitioning using the rpart routines,” 1997.

[21] J. Cohen, P. Cohen, S. G. West, and L. S. Aiken, Applied multiple
regression/correlation analysis for the behavioral sciences. Routledge,
2013.

[22] Z. Che, S. Purushotham, K. Cho, D. Sontag, and Y. Liu, “Recurrent
neural networks for multivariate time series with missing values,” arXiv
preprint arXiv:1606.01865, 2016.

[23] Z. C. Lipton, D. C. Kale, and R. Wetzel, “Modeling missing data in
clinical time series with rnns,” Machine Learning for Healthcare, 2016.

[24] R. C. Madeo, C. A. Lima, and S. M. Peres, “Gesture unit segmentation
using support vector machines: segmenting gestures from rest positions,”
in Proceedings of the 28th Annual ACM Symposium on Applied
Computing. ACM, 2013, pp. 46–52.

[25] M. Abadi, A. Agarwal, P. Barham, E. Brevdo, Z. Chen, C. Citro, G. S.
Corrado, A. Davis, J. Dean, M. Devin, S. Ghemawat, I. Goodfellow,
A. Harp, G. Irving, M. Isard, Y. Jia, R. Jozefowicz, L. Kaiser,
M. Kudlur, J. Levenberg, D. Mané, R. Monga, S. Moore, D. Murray,
C. Olah, M. Schuster, J. Shlens, B. Steiner, I. Sutskever, K. Talwar,
P. Tucker, V. Vanhoucke, V. Vasudevan, F. Viégas, O. Vinyals,
P. Warden, M. Wattenberg, M. Wicke, Y. Yu, and X. Zheng,

“TensorFlow: Large-scale machine learning on heterogeneous systems,”
2015, software available from tensorflow.org. [Online]. Available:
https://www.tensorflow.org/

[26] D. P. Kingma and J. Ba, “Adam: A method for stochastic optimization,”
arXiv preprint arXiv:1412.6980, 2014.

[27] P. Cortez, A. Cerdeira, F. Almeida, T. Matos, and J. Reis, “Modeling
wine preferences by data mining from physicochemical properties,”
Decision Support Systems, vol. 47, no. 4, pp. 547–553, 2009.

[28] J. A. Blackard and D. J. Dean, “Comparative accuracies of artificial
neural networks and discriminant analysis in predicting forest cover
types from cartographic variables,” Computers and electronics in
agriculture, vol. 24, no. 3, pp. 131–151, 1999.

[29] J. L. Schafer and J. W. Graham, “Missing data: our view of the state
of the art.” Psychological methods, vol. 7, no. 2, p. 147, 2002.

444



APPENDIX

REGRESSION TASK

In order to have a more rigorous evaluation of attribute
embedding method compared to other imputation methods,
we apply the four mechanisms of missingness to Red Wine
quality data set [27].

MCAR X (MAR)

M Y

Fig. 7: Regression task results: The result for regression
task follows the previous tests. Under MCAR and MAR
mechanisms the attribute embedding method has similar
performance with best imputation methods. Under M and Y
mechanisms (informative missingness), the embedding method
again yields better results compared to all other imputation
methods.

NO MISSING DATA AT TEST TIME

The results in Fig. 2 show the performance of different
methods when the missingness mechanism is the same
between train and test data. An extreme scenario to stress
test our approach is the setting when the training data has
complex missing structures but the test data is complete. This
is a domain-adaptation scenario which is unfavorable to the
embedding, because whatever missingness information it has
learned on the training data can not be applied during test time.
In MCAR and X settings, the embedding performs similarly
as the imputation methods. In M setting, embedding is worse
than density estimation, which is given the true model class,
but is still better than the popular imputation methods. The Y
case, as expected, is the least favorable to the embedding, but
it is still comparable to the accuracy after doing imputation.

Fig. 8 and Fig. 9 show the accuracy of the embedding and
imputation methods on the synthetic data and the Gesture
data.

ROBUSTNESS OF INDICATOR VARIABLE METHOD

Applying M missingness mechanism on 5 synthetic data
sets, we observe the performance of indicator variable method
to be sensitive to the choice of the imputation method in
Fig. 10

MCAR X (MAR)

M Y

(a) (b)

MCAR X (MAR)

M Y

Fig. 8: No missing data in test samples for synthetic data
sets

MCAR X (MAR)

M Y

(a) (b)

MCAR X (MAR)

M Y

Fig. 9: No missing data in test samples for Gesture Phase
Segmentation data set

Fig. 10: Robustness of indicator variable method
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